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Abstract

The operating cost and latency of Large Language Models (LLMs) scale with processed tokens, but compression
can substantially degrade task performance depending on input type and compression strength. We review 26 primary
studies and propose a four-layer gateway that functionally separates input compression, context selection, cache reuse,
and output/routing control, coupled with an adaptive guard driven by preservation signals. Deterministic reproduction
experiments reduced tokens by 51.35% for tool output and 42.12% for RAG context. In exploratory local-model
experiments, GSM8K accuracy was 0.500 (baseline), 0.167 (naive), and 0.208 (guarded); MBPP Pass@l was 0.700,
0.550, and 0.650; information-gain selection reduced HotpotQA context by 60.02% while changing F1 from 0.595 to
0.511. Preservation signals are useful control variables for reducing compression risk but do not guarantee task
performance; reasoning-dense inputs may require complete backoff.

Keywords

large language model. token efficiency. prompt compression, retrieval-augmented generation, adaptive routing

* A o] ebA HI ~(F) A * Received: Jul. 02, 2026, Revised: Jul. 27, 2026, Accepted: Jul. 30, 2026

- ORCID: https://orcid.org/0009-0008-7075-1455 » Corresponding Author: Gyeongmin Kim
SamJung Data Service Co., Ltd., 27, Digital-ro 34-gil, Guro-gu,
Seoul, Korea
Tel.: +82-2-2029-0156, Email: formin97@gmail.com


https://crossmark.crossref.org/dialog/?doi=10.14801/jkiit.2026.24.10.25&domain=https://ki-it.com/&uri_scheme=http:&cm_version=v1.5

26 HE NS 7wk FH= A A5 tF EEZ §F Ao

P A Z(LLM, Large Language Model) 7]%F
AMul27h GAFEEA APL A5 3H Aol &
o A Aleke] HIAUH. F HlE EF AP B
o vgstng, "I Ade o A ET:_LEE"
T BEF 283l AFAY ne-E= A
Fo] "t} AFolMeE RIK[1]9} 2ol /= &
8S 453t ZEA], Headroom[2]7} o] ZEl=
T8

M2 AYAEES 4ESh Azdo] 43

£

e o] 31?'5& /?:JZJO] IAL HEI=IIE= W)
o] EAY. 344 d=o] BHolE yIsiH =
B AHEO] 05601]/\1 0.02% FH3ta, Tt
FENAE Al 39 =m0 ZE AHFTU) 3

174 sekithe Ba7) Qtkeed). oled
= 7189 F2 Pl vz 7)E
1%e e mdel A7lgRelt S
2R 452 veld 2AEE 01 ¥, A
2E JEEVE o9 9T 9P A

flo
i

=
A

&

TEAA, A AL A 84S
1

3
H'lFN-W—IErLﬂmér}.irlrél-mmgmMr{mﬂm

9
1'-':11-

a
=
%!
7
3 FEsheA ERIske SAE §IEH3)-5). ©l
TAE Hge DA A JFolEE, 29 &
< 92 AR HA ol A A}
7ol 2 HAL- g A ZAEo] AHAl didel E3HE
otk oA F23 7t YA L oI AT E
o 7|5H o g oEFERE, AR st WA
A Al AATE BoAR A dEE HE
3 ek ZAdtA ¥a YAHEE %j% &k 5
Srh4.54 AZolA 1A HE ¢EFS GSMSK Al
Aol Badt 229 28%= JMo}S’iE}) e A
He A4 A B4 o gloBg &S 4
371 de g ETY AES NEE A
A Ak Al gEE FHAE HFE 7tEr 2
g3ithE Aol B =59 A AVt B =22
o}
S|

]

oo AF ZAE AU HAFoE AYsta, "F
&2 qke R 3 FAE BEIHIA). 2) B
HEo] Ago 34 Ao AR &gt
AA 7S ANTTGIA). 3) o] /HAEE T3
= ZHx QA A48y S 45 AIES e B
Z A 7k e 7tEE AARIH3.2~3.44). 4)
T HOE FEE T 2T vt=Y 4F *H
AL A==

Al Agst dA md A= &

A gtV AR 12 T4 29 A%
4544649 Azo=z AF 28 MAY A
434649 A %
7k W 71 kS Al %J%ﬁ& ZE =
TE2 olge HE Az Ao t
oz Tt Az A off 45 A=
zAste AClESe] AZe Addrhs HAA

LLMLingua[3]= o4t AEEY, EZ T wsE
b= BX AHHY coarse-to-fine TZZ Ao 200
oM Ae E4S HA3T LLMLingua-2[4]
T2 AAstete] 2~50) 4=
< gAs, Selectlve Context[S]

0
e
tjo
bl

lu

=

2

o

=

N

re

\ R r
rlo -HN' l‘-iE

% @9 7105t 37 A% oo
§5e] 94 nak

lo

Mooz 2|

RECOMP[9]S 741 EAE 6% QEE7H4 2o
st £4& 248t} LongLLMLingua[10]= 2]
o1z =07 NaturalQuestlons AATE 214% F
N7 oF 4u) EES A7sth Provence[l1]&
THAAZIE A f 2 eplg o2 G4 3516tY reranking
W T, AHo|S JHIAAZ|(IGP)12]e #HE



Journal of KIIT. Vol. 24, No. 10, pp. 25-32, Oct. 31, 2026. pISSN 1598-8619, eISSN 2093-7571 27

o
4 25
. &= 71 EA%) Od?[n]% %%6& #=o] H
o 108 g=olA £4E H4gehe HelY,

2.3 Al TALE

Chain of Drafif16]&= TAE 4 X0 EFS
A 80% H7slHA HITE FA|gE TALE[17]
3 e zEzed YAy AHAEZy
A 7FAR)71[18]% CoT(Chain-of-Thought) 7+ ©
19] 80%Z A|ATTE HHo|E 7dk A-g AHA[19]
EZ 50.8% 7% AL 11%p S A
433, CAR[20]& lﬂEﬂ e my FES E
Agth 3 CRANE21]S 9
5 AstAFE B, %%ﬁ} %@M g ol
= AR

= i rlo .
1“ 0_s_4
|m

¢

S _Y‘i mXL rlr
o

o}

.

25 NAHE 29

=

2ot E3L10|X

RouteLLM[22][23] Ao 7/eF Bd geHo
Z GPT4 459 95%Z 26% -8 85% o)<
Hl& A7ko 8 24 FrugalGPT[24]= 7H 27 0]
T2 A 8% HE A4S Bt EFuUolA
fertility #4J[25]& Tl EZ 471 S L Bk
20~50%5 M-S Helt

26 StA et HH|

ot

AR BE BA6E 4F0] A& AR ARE
90] hallucinations FE8ty, UYEE  =o|H
EM(Exact Match)/F 1°] 15204 3] &5(4=Hl atehE
< B ©@E FER7AE 05 EEHIE
GSMSK JE=& 033701W 022 FFOF Hojx

-

1}3] A|[28] MBPP Pass@1°] 0.56%1| 4

o o] HEEe BT TS HEs

A &3k gA v & x23 2 A

Ame] "HA4), AR FRY| "EHE

SH "HE @9 BU14] T
A

(e}

o,

ﬁ Kl
)

Olﬂoﬁ

rsﬁi

™
0

of %*

rir

AP

0 i
J-bjl _I{Nn

=2

B

x
D
=
>,

B A 2 oM f S

ungrfzﬁkﬂ:
é:émZiOIN—{nr
e 2 8 ey
r 32
40 = 2o
o = -
o 2
g
fﬁZ

1

N
o
rr
N ox
i of

>

off > lo @
=~ 4
O_n_. =>é
3
S _>.:
A =
z >
r‘N i)
[ K
_\"E, ox,
£ of
N
ﬁ i)
b °
i
=
o
o
O,
rr

ofl fol
EIN

Ol ‘:EM‘:} B =EE o] AsES A V]
¥ UlR7) ofde) AlxE FE0 35 AoZ g

slsich 7 Aol J|HEL Aot AlolEY Y A=
3 ggEth 214E L1 949 45, 228 12 4
A ~E AW, 238 13 A AARE, 4@_4 25
A2 14 28299 7l 71Holtt ol M
AAE o]oXit

ﬂ

)

31 MA JHd: EE MTol| E =HF Hof

AA A 17 7. BE AT 7L AA A
2ol 2] Vo= Ede FHESHA At 4=
Qi C7F YA P FRE MAG @, AP A
EJ J-M Ox]- WoloA AdEc) B T2 EE)
Ji/\l oJEE o]F AF HASA

A5 EZ I RWUHE, 7, *‘tﬂz})oﬂ s <
% & & EZFY HlE UsRNRYRE ALkt
(i) A447] ARO|E 1G[12]: B 7t w2 A
7] ¥ BaAA4e pagor 23 Ho] B}
3 Zau s A AE Ao folo Al Ay
218 AR TFEAR FARITE (i) SH AIE=[20]:

A

)

N:

fru
.
J

rlr o b

SH& 7]%F perplexity®] = APEETH
g26]. olstollA "HEZ FUS 7
S, "TA BEL A giH] &%

4 50% ol sHEhe 7= A

_—

2 ot o



32 TH 7z 7|s 22ld 45 Zo|EH 0|

AY eAHS £3 4208 Ay 7 2o )
H A $ 9tk V)5S FEIHAT 5Y 240
A dsAgsteg BAY Y42 MEA ¢e
THE 1),

o

Ll 98 945 T2 Zd= g9H7F AO"E
S E(AST, Abstract Syntax Tree), JSON, A+do], ™
Fol2 EFetal, Adojdl= LLMLinguat, T3}
Helgole 72 BE &S 28384, BHof Al
OIHEE U 72 B3tk YE 34 = HAa
sh. L2 ZHYRE ¥ FL  RAG(Retrieval-
Augmented Generation) HEXEES AHHO|S/A AL
gpE AdEste], AEETL ofd A7 §9‘°§
ZHAAZIR . L3 WA A & WHE Z
& Agsto] A AFES =oH, =9 ’b‘aol

Z 7P QbHg FEd Aot =

z

e 7N Ay FE

rulm

> o

o S 11 B A I ol W T
;.L 2 rlo
é
rr
(98)
~
ity
1o
F{
=i
sl
e

=3
fol
rlr

ez T
ot
o
i)
L dlo
o
N
o,
Moo
:g
i)
r
1)
[N

o 1>

—~
[N
wn
=}

~

d‘ﬂé(130) A ZH/\}%(MO) 29 294
f LI E 7hE(160)9F 7M. AAR(170)
349 AE 7}_9} CCRE Tdgh

w-‘\l

33 2Z Hlef 7lgt Mg Tt

2% i wE A4S s A U, A9
e2 4% P8 A @zgw(ﬂ% 52, A71Y

H
SHO BE NEI}F s 1) > T_1°]jl 01]“’:.5 2
Ast 1-si(x, 1) < e8 WEehe 7P W2 o5 A
gt ol FHE 23E WEIA R =l

Z
(g9 FEIT F=x
=0.20], + #& HAF JPY AURE-RES 4
A AxAYE F Utk
Retrieve) S 719 4= AAALZ, AAHE 9ES
A AR A 2Fd Estal bE " E
o APEzE @, Bdojy & gAv) A
A2 943 JES wEkele &4 B A2
ol A4 T A A v

A5 718E Ao,

Aot RENS BASA %1

-
o
fo
N
r
=
rlo
a
T
(e
\.OO

WA S A
%% 2T A7t A% 2AEE BE 43 9
A FA £do] AT 5 Ytk

Gateway (100)

LLM

Content Router H
110

Preservation Guard

‘IBO ’

Input Context
Compress Select
130

Cache Qutput
Reuse Routing
i 40 150

[ Reversible Store l
170

Closed-loop control chooses compression rate per layer.

a2 1. Mot AolESfole] 7|5 EBEIE 45 =
Fig. 1. Four functionally distinct layers of the proposed gateway



Journal of KIIT. Vol. 24, No. 10, pp. 25-32, Oct. 31, 2026. pISSN 1598-8619, eISSN 2093-7571 29

v. & 7

€ S 4de AR sRsss Ry
43-454& 95 LLM API §lo] A o= Ay
M, 4642 272 LLM A1H(OpenAl E%)E ARgi,
14 At AA A2 A3t dolEE GitHub Ag4
(https://github.com/formin/token-compression-gateway) =
AlE 2

= 2 s A =
H zkE b8 Fog A 4+ gtk oyt 12
AE~E 48] A7H10], L4 =8 5] H7H16), L3

42 A fIBF Al 2= FE

o] %3] Al MBPP Pass@lS 0.56914 0.02%
SHEFRTH28]. 7Hes Wb A olskdl Al IHMES
%J%Oi TEAZG FEE 02 oY YT B

A FE 459 AA He
GSMSK A7} o] JHAIS HRlth

43 272 ME A

915 LLM APIE AHEsHA & A g 7|k
Ad dd< 74 o}OﬂE}. %‘% (1) H2E 279
A A3r A9 B 29, ) eF-Ekent A
B E@ol 4% RAG ISON, (3) BHo] HE %
£ Fldte FS ZEZER A HaTe
etz 713, 7 28 Q9KL1), CCR 7§ #A
g2E A¥(L2), BE 7IE Hg/mH otk F |
oA Savingse EE AZE, Quliys HE A4,

Survival> M#Eo] AEE U, naiver 7= 1AL
guarde= 71 AES Lot} F 1S AFE HAth

1 o7E ME Ae 2

Table 1. Results of the small-scale reproduction

Scenario Method Savings | Quality | Survival
tool-output | summary (L1)| 51.35% |preserved -
rag-context| CCR (L2) | 42.12% |preserved -

safe-log naive 24.14% risk 067

safe-log guard 0.00% |preserved -

risky-code naive 20.00% risk 0.67
risky—code guard 0.00% |preserved -

2 5% Aol

Table 2. Results of the

47t

b

2o 4-51% HZEA
ﬂ;(]u]— UﬂE:lo] NEG

F st

453 334} HE TIE,

}44 sfo =

E9o| =2 EElQ! A}
integrated gateway prototype

Zolo

Request Routing Savings Backoff
easy summary small 75.40% 0
hard reasoning large 22.15% 0

easy listing small 67.69% 1
L3 cache reuse - 55.03% -

g ¥ MAY Ao 555 ABEHOE
It FEl2E g HE Adols Aol 4
wds} ES 4L, adoE Aol Y =y
3 200EF o4hE ARSI o TR AA A
4 Ao} okl 2heE g o4k Mele] Eeo)
o w3 Faol BE 27 WFE AIvEY 4
B3, A9Y 2o 494 gash B, uy
Zejg o) AN AAE s8= Felsigl



30 HE NS 7wk FH= A A5 tF EE 4F Ao

45 oM #ixjot5 2ty

FA dge dol, AlelESele] AA AlsTte.
g 370 WXuf= Ho]E(GSMSK 100+
3 MBPP 100%3}, HotpotQA distractor 50% %)l
243tk 9% LLM APl $lo] AAEACE A
A=, 53] HotpotQAS] AH 7 (Supporting
facts) SHl& o]&3ste] B AH §lo] AF A
BESS AR S48
HotpotQASI A 107} & F 4715 Al uf, A
okst= A7) XJEO]E(IG) /\J]Bﬂ/] %L EL 2
BHZEZL (73008 o3 fAE ¥
71 20370y A F8E5
T H S8 85% AZE S q SMSKOM 7}
sle e G5 ALkl 2 ZAF] 28%E
(A BEE 0.719)3 t&?ﬂ, —ﬂ% I+ EZ
07 HEFE JIE ¢ HES 1.000S FA15}
WA 23]H o 2 A7H49.07% W 32.79%)S A
AT ol= HEH ¢ He EES WA 1A

o 2805 B 34 R AAsE AT =4
o] FA=7] WEoln, 468 HA BH HIloA

7tee] A7HEo] B AFEG =2 A% 22 9
Elt} MBPPYIA 7IE §le UFS HEHo] AE&

< 065002 ‘I*Oimd W 7HE Q=2 09938
vxl ST & 32 AFE QoFsitt
E 3 AAM #ixol3 HE AS S Ant

Table 3. Preservation-signal results on real benchmarks

Benchmark Metric Naive Guarded
HolpotQa | 8Vidence 0520 0730
retention
GSMB8K digit survival 0.719 1.000
P | MSIeton g ge 099
survival

I 4 AH 22(Gemma 3 4B) GSMSK MEE
Table 4. GSM8K accuracy and wilson 95% Cl (Gemma 3 4B)

Condition Accuracy Savings
baseline 0.500 (0.364 - 0.636) 0.00%

naive 0.167 (0.087 - 0.296) 32.92%
guarded 0.208 (0.117 - 0.343) 44.35%

46 MM 2 7|8 bH Mt

Gemma 3  4B(temperature=0)=  GSM8K(n=48),
HotpotQA(n=24), MBPP(n=20)5 &4} H7}gch &
FE A vwolBE Q3 RS FASA FO
o H|&o= Wilson 95% AF7Hs A &
4= GSMSK AREF EZ AXRES Hth

MBPP Pass@l-> 714 0.700095% CI 0.481 -
0.855), TH= 0.550(0.342 - 0.742), 7F= 0.650(0.433 -
0819)ol°iu}(7}‘: A7 23.70%). Fito]l AA &

o] #Zolt}. HotpotQAE AEYXE 60.02% &

E EM 0.500(0.314 - 0.686)—0.458(0.279 - 0.649), F1
0.595-0.511°] k. GSMSKE 71541 0.500(0.364 -
0.636), TH= 0.167(0.087 - 0.296), 7F= 0.208(0.117 -
0.343)°]90t}. 26B(n=12)% & wrgko]glon Yut
sfabA| et
< AA
o] 21
A

23

ES A7 4% nEe 9 &
o BA BT 2P B 2
7% B2 4% AclEglels nE Aok 7w
3 b= AN 94 BN hes 9A
HE A __’_E]zsﬂ;(]u]- /HLO A} HEFR| = 9k
2 A g BFase T Mt 2,
o4 9 04N B2 E8d HES B
ZAolehs B Ao} BHOE Yo,
g Az FERAA ML EGT 5
ARE AZAT EA, oW A7} U7
CCEIEZ T EEER N E CIREIEE
zoz RYsslel, “9A GEHA Bolop srp
g Q% A7) 9F 44 Aoz AYST 4
84 AFEAZ, A AclEdelE 71E 7E
BAS oA Q3 e AFolnE 89 F

ol LM TholZehele] A3t glol WA EQY 4

o
mlm
_\1
Ju
S o

;2—
)

(>

ul

>J£

0o oy By
ru>~ ae o 2 fol  mo

[T A



Journal of KIIT. Vol. 24, No. 10, pp. 25-32, Oct. 31, 2026. pISSN 1598-8619, eISSN 2093-7571 31

AL, 7k AZF(CCR)ZF AHAl dEe] B
S BESRE AT ol A} B’ ¥
BollE AEE o At o] AHe Lxd Y
8 2d-F2E Aase A4S 88 oA el
| AolnE, fud

Ak
0

References

[1] RTK: Rust Token Killer, https://github.com/rtk-ai/rtk.
[accessed: Jul. 01, 2026]

[2] Headroom, Al Context Compression, https://github.
com/headroomlabs-ai/headroom. [accessed: Jul. 01,
2026]

[3] H. Jiang, Q. Wu, C. Y. Lin, Y. Yang, and L. Qiu,
"LLMLingua: Compressing Prompts for Accelerated
Inference of Large Language Models", Proc. EMNLP
2023, Singapore, pp. 13358-13376, Dec. 2023.
https://doi.org/10.18653/v1/2023.emnlp-main.825.

[4] Z. Pan, Q. Wu, H. Jiang, M. Xia, X. Luo, J.
Zhang, Q. Lin, V. Ruhle, Y. Yang, C. Y. Lin, H.
V. Zhao, L. Qiu, and D. Zhang, "LLMLingua-2:
Data Distillation for Efficient and Faithful
Task-Agnostic Prompt Compression”, Findings of
ACL 2024, Bangkok, Thailand, pp. 963-981, Aug.
2024. https://doi.org/10.18653/v1/2024.findings-acl.57.

[5] Y. L, B. Dong, F. Guerin, and C. Lin,
"Compressing  Context to  Enhance
Efficiency of Large Language Models", Proc.
EMNLP 2023, Singapore, pp. 6342-6353, Dec. 2023.
https://doi.org/10.18653/v1/2023.emnlp-main.391.

[6] T. Ge, J. Hu, L. Wang, X. Wang, S. Q. Chen,

and F. Wei, "In-context Autoencoder for Context

Inference

Compression in a Large Language Model", Proc.
ICLR 2024, Vienna, Austria, May 2024.
https://doi.org/10.48550/arXiv.2307.06945.

[7] Z. Li, Y. Su, and N. Collier, "500xCompressor:
Generalized Prompt Compression for Large
Language Models", arXiv:2408.03094, Aug. 2024

https://doi.org/10.48550/arXiv.2408.03094.

[8] A. Nagle, A. Girish, M. Bondaschi, M. Gastpar,
A. V. Makkuva, and H. Kim, "Fundamental
Limits of Prompt Compression: A Rate-Distortion
Framework for Black-Box Language Models",
Proc. NeurIPS 2024, Vancouver, Canada, Dec.
2024. https://doi.org/10.48550/arXiv.2407.15504.

9] F. Xu, W. Shi, and E. Choi, "RECOMP:
Improving  Retrieval-Augmented  LMs  with
Compression and Selective Augmentation", Proc.
ICLR 2024, Vienna, May 2024
https://doi.org/10.48550/arXiv.2310.04408.

[10] H. Jiang, Q. Wu, X. Luo, D. Li, C. Y. Lin, Y.
Yang, and L. Qiu, "LongLLMLingua: Accelerating
and Enhancing LLMs in Long Context Scenarios
via Prompt Compression”, Proc. ACL 2024,
Bangkok, Thailand, pp. 1658-1677, Aug. 2024.
https://doi.org/10.18653/v1/2024.acl-long 91.

[11] N. Chirkova, T. Formal, V. Nikoulina, and S.

Clinchant, "Provence: Efficient and Robust Context

Austria,

Pruning for Retrieval-Augmented  Generation",
Proc. ICLR 2025, Singapore, Apr. 2025.
https://doi.org/10.48550/arXiv.2501.16214.

[12] Z. Song, Y. Zhou, X. Kong, J. Jiao, X. Bao, X.
You, X. Shi, Y. Zhou, and H. Qi, "Less is More

for RAG: Information Gain Pruning for
Generator-Aligned  Reranking and  Evidence
Selection", arXiv:2601.17532, Jan. 2026.

https://doi.org/10.48550/arXiv.2601.17532.

[13] S. Jha, L. E. Erdogan, S. Kim, K. Keutzer, and
A. Gholami, "Characterizing Prompt Compression
Methods ~ for  Long  Context  Inference",
arXiv:2407.08892, Jul. 2024. https://doi.org/10.48
550/arXiv.2407.08892.

[14]  Anthropic,
https://docs.anthropic.com/en/docs/build-with-claude/p
rompt-caching. [accessed: Jun. 30, 2026]

[15]  Anthropic,
https://www.anthropic.com/news/prompt-caching.
[accessed: Jun. 30, 2026]

"Prompt caching", Claude Docs,

"Prompt caching with Claude",



)

32 BE AZ 7 Fd= A4 H3Y tF BEE 45 AE

[16] S. Xu, W. Xie, L. Zhao, and P. He, "Chain of
Draft: Thinking Faster by Writing Less",
arXiv:2502.18600, Feb. 2025. https://doi.org/10.48
550/arXiv.2502.18600.

[17] T. Han, Z. Wang, C. Fang, S. Zhao, S. Ma, and
Z. Chen, "Token-Budget-Aware LLM Reasoning",
arXiv:2412.18547, Dec. 2024. https://doi.org/10.48
550/arXiv.2412.18547.

[18] Z. Li, J. Zhong, Z. Zheng, X. Wen, Z. Xu, Y.
Cheng, F. Zhang, and Q. Xu, "Making Slow
Thinking Faster: Compressing LLM
Chain-of-Thought via Step Entropy",
arXiv:2508.03346, Aug. 2025. https://doi.org/10.48
550/arXiv.2508.03346.

[19] X Yong, X. Zhou, Y. Zhang, J. Li, Y. Zheng,
and X. Wu, "Think or Not? Exploring Thinking
Efficiency in Large Reasoning Models via an
Information-Theoretic Lens", arXiv:2505.18237, May
2025. https://doi.org/10.48550/arXiv.2505.18237.

[20] J. Ly, H. Yu, S. Xu, S. Ran, G. Tang, S. Wang,
B. Shan, T. Fu, H. Feng, J. Tang, H. Wang, and
C. Huang, "Prolonged Reasoning Is Not All You
Need: Certainty-Based Adaptive Routing  for
Efficient LLM/MLLM Reasoning",
arXiv:2505.15154, May 2025. https://doi.org/10.48
550/arXiv.2505.15154.

[21] D. Banerjee, T. Suresh, S. Ugare, S. Misailovic,
and G. Singh, "CRANE: Reasoning with
Constrained LLM Generation", arXiv:2502.09061,
Feb. 2025. https://doi.org/10.48550/arXiv.2502.09061.

[22] 1. Ong, A. Almahairi, V. Wu, W. L. Chiang, T
Wu, J. E. Gonzalez, M. W. Kadous, and 1. Stoica,
"RouteLLM: Learning to Route LLMs with
Preference Data", Proc. ICLR 2025, Singapore, Apr.
2025. https://doi.org/10.48550/arXiv.2406.18665.

[23] LMSYS Org, "RouteLLM: An Open-Source
Framework for Cost-Effective LLM Routing",
https://Imsys.org/blog/2024-07-01-routellm/. [accessed:
Jun. 30, 2026]

[24] L. Chen, M. Zaharia, and J. Zou, "FrugalGPT:

How to Use Large Language Models While
Reducing Cost and Improving Performance",
arXiv:2305.05176, May 2023. https://doi.org/10.48
550/arXiv.2305.05176.

[25] J. M. Lundin, A. Zhang, N. Karim, H. Louzan,
V. Wei, D. Adelani, and C. Carroll, "The Token
Tax: Systematic ~ Bias  in  Multilingual
Tokenization",  arXiv:2509.05486, Sep.  2025.
https://doi.org/10.48550/arXiv.2509.05486.

[26] W. Lajewska, M. Hardalov, L. Aina, N. A. John,
H. Su, and L. Marquez, "Understanding and
Improving Information Preservation in Prompt
Compression for LLMs", arXiv:2503.19114, Mar.
2025. https://doi.org/10.48550/arXiv.2503.19114.

[27] Z. Zhang, J. Li, Y. Lan, X. Wang, and H.
Wang, "An Empirical Study on  Prompt
Compression for Large Language Models",
arXiv:2505.00019, May 2025. https://doi.org/10.48
550/arXiv.2505.00019.

[28] W. Johnson, "Compression Method Matters:
Benchmark-Dependent Output Dynamics in LLM
Prompt Compression", arXiv:2603.23527, Mar.
2026. https://doi.org/10.48550/arXiv.2603.23527.

SN

Z 4 9l (Gyeongmin Kim)
20173 9€ ~ 2019 8¢ :

gl 28 st
2 E 90 TS HF3H 4 A

2025 1€ iRl @4
20073 9€ ~ &4 :
AAY) o]E]-/HH])\(Z) 22

B

R



	보존 신호 기반 콘텐츠 인지 적응형 다층 토큰 압축 게이트웨이
	요약
	Abstract
	Ⅰ. 서론
	Ⅱ. 관련 연구
	Ⅲ. 제안 방법
	Ⅳ. 평가
	Ⅴ. 결론 및 향후 과제
	References


